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ABSTRACT
The need to control applications and appliances in a timely
manner has typically been done using dedicated hardware
or using micro controller based embedded systems. The re-
quirements for the timing accuracy are well satisfied, but
at the same time there is a need to be able to add features
to these applications that are more commonly supported by
general purpose operating systems. It has therefore become
a more attractive alternative to use a general purpose oper-
ating system as a building block for a new application or an
appliance. But can a general purpose operating system meet
the timing constraints? These timing constraints are often
based on some real world requirement for timing accuracy.
Failing to meet those deadlines can lead to a serious system
malfunction.

As an example of how well a general purpose operating sys-
tem is able to meet the timing requirements an installation
of Linux operating system is used to host a test applica-
tion. The application needs accurate timing to control a
RF-transmitter. The transmitter is used to remotely con-
trol wall sockets. A Raspberry Pi single board computer is
used as a host for the application development and making
the timing measurements.
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1. INTRODUCTION
Unix systems have traditionally provided processes only a
very simple scheduling control. The kernel controls the
scheduling policy and priority. In Linux the scheduler is the
program code that decides how the processor is used. The
scheduling tries to satisfy two important requirements for
an interactive multitasking system. Fairness: each process
gets a share of the CPU and responsiveness: a process does
not need to wait too long to get a share of the CPU. On
a desktop system the default scheduler is the Completely
Fair Scheduler (CFS). The Completely Fair Scheduler allo-
cates the time available to those processes that could run.
When a process is not running, it builds up a CPU alloca-
tion debt. The debt is proportional to the number of tasks
waiting. When the currently running task finishes it’s CPU
allocation, it goes back to the waiting line. The task with
the highest debt is selected and run. If there are several
CPUs available, the CFS tries to keep a process running on
a single processor but allocates tasks to different processors
that they are kept as busy as possible [12, 4].

The fair scheduling works reasonably well in desktop envi-
ronment. If there are tasks which are required to run at
fixed intervals or there are aperiodic tasks which can not
wait more than a certain amount of time, then fair schedul-
ing is not a suitable solution. Tasks that require either spe-
cific response times or are required to run at fixed intervals
are called real-time tasks.

In real-time system the logical correctness of the computa-
tions are not enough to result a correct system behaviour.
The timeliness of the results are essential for the correctness
of the system. If the timings are not met, the system has
failed [19].

According to Laplante, Ovaska [5] and Yaghmour [19] real-
time applications are used for example in:

• the measurement and control industry,
• the aerospace industry,
• the financial service industry,
• the multimedia industry and
• the medical business.

Not all of these applications are implemented using a general
purpose operating systems like Linux as a host. There may
be need for dedicated hardware or interfaces that are not
supported by the operating system. Or there is simply no
need for the various services that an operating system can of-
fer, for example networking, audio or USB interfaces or even
hard drives for data storage. In these cases the application
may be implemented using micro controllers or even more
specialised hardware to meet the real-time requirements.

2. REAL-TIME IMPLEMENTATIONS
IN LINUX

2.1 Definition of real-time
Real-time implementations are usually divided into two cate-
gories: soft real-time and hard real-time [5]. A soft real-time
system’s performance is degraded if the time constraints are
not met, but this does not result in a system failure. A
hard real-time system is required to meet every single timing
deadline or a serious system failure may happen. Laplante
and Ovaska [5] are also introducing a third definition: a firm
real-time system. In a firm real-time system a few missed
deadlines are tolerated, but missing more than a few is not
acceptable.



2.2 Definitions of real-time concepts
In order to compare different systems to each other, whether
they are all real-time capable or not, it is necessary to have
some key concepts defined. The definitions follow those pre-
sented by Sally [12].

Deadline An action must happen in a certain point in time.
This time is called a deadline. In a hard real-time
application every deadline must be met.

Latency Latency is the time difference between the time
when something should happen and when it actually
happens. In an ideal system the latency is zero.

Jitter Jitter is the variance of latency.

Predictability Predictability means that the execution
time of an operation is known beforehand. The oper-
ation is allowed to use the required time to complete.

Worst case When latency and jitter are known and the
time is allocated in such a way that there is room for
the worst amount of jitter, the system behaviour can
be predicted.

Periodic task A periodic task needs to be executed at pre-
defined intervals. The intervals are the same for the
lifetime of the task.

2.3 Different approaches for achieving real-
time in Linux

Standard Linux kernels can only meet soft real-time require-
ments. It can provide basic POSIX operations for handling
time in user space. The CONFIG PREEMPT RT patch set
provides hard real-time capabilities to a standard Linux ker-
nel. This is achieved by using mutexes instead of spinlocks
and using kernel threads to handle hardware and software
interrupts [2]. The patch set utilises Linux kernel’s SMP ca-
pabilities to implement the added preemptivity. Preemption
can be seen as a new CPU added to the system as McKen-
ney [8] explains it. This patch set started as a project which
tried to reduce the latency by making the kernel more pre-
emptable [12].

Another way of achieving real-time performance in Linux
is to use a dual kernel approach. This is done by run-
ning a small co-kernel side-by-side with Linux on the same
hardware. Real-time processes are handled in the co-kernel
and regular processes are handled by Linux kernel. The co-
kernel schedules the real-time processes. This requires that
all interrupts are routed trough the co-kernel before stan-
dard Linux kernel can see them. This ensures predictable
behaviour on the real-time side. This design has an ad-
vantage, no matter what is going on on the Linux side, the
real-time processes are always scheduled in a consistent man-
ner. This dual approach also benefits the developers of the
real-time co-kernel. It is easier to adapt the interrupt virtu-
alization services to a new Linux kernel releases than trying
to maintain a whole real-time capable kernel [19].

Because the Linux kernel does not have the real-time capa-
bilities, the programmer must exclusively use the services
provided by the co-kernel. Using the normal device drivers
and libraries that rely on the Linux kernel does not result

in a real-time application. If there is a need for a specific
device driver, it has to be forked and ported to work with
the co-kernel [19].

2.4 Co-kernel based real-time solutions
The RealTime Application Interface RTAI uses a patch
to Linux kernel to implement a hardware abstraction layer.
This abstraction layer is created by using Adeos, an Adap-
tive Domain Environment for Operating Systems [18]. Adeos
uses an interrupt pipe to divide the handling of interrupts
in consecutive domains. A domain can either accept, ig-
nore, discard or terminate an interrupt. RTAI provides pro-
gramming interfaces for POSIX compliant or native RTAI
real-time tasks. One notable feature in RTAI is RTAI-Lab
project. This project adds building blocks to Scicos [13]
to allow the developing of real-time block diagrams and to
automate code generation. Scicos is an open source block
diagram modeler and simulator. These applications can be
compiled and executed on the RTAI Linux operating system
[11].

The RTLinux treats Linux kernel as a task running inside
a small real-time operating system. Yodaiken [20] refers to
a Bell Labs experimental operating system which was built
in 1978. In this operating system the real-time part and the
general purpose part worked together. The RTLinux oper-
ating system implements a software version of a interrupt
control hardware. As a result Linux is never able to disable
hardware interrupts. When an interrupt occurs and if there
is no real-time handler for that interrupt, the interrupt is
only then forwarded to Linux. Yodaiken filed a patent ap-
plication in 1997 for this method of running a general pur-
pose operating system inside a real-time operating system.
The patent was granted in 1999 [14]. The development and
marketing of RTLinux was continued by FSMLabs Inc. until
in 2007 Wind River acquired all the intellectual properties
associated with RTLinux [15]. Wind River has discontin-
ued the RTLinux product line and the free RTLinux/Open
version seems to have disappeared.

Xenomai is using an interrupt pipeline to act as a virtual
programmable interrupt controller. The interrupt pipeline
is based on the aforementioned Adeos interrupt pipe. The
development of Xenomai started at 2001 and in 2002 Xeno-
mai was ported over Adeos. Both the RTAI and Xenomai
projects worked together until 2005 when the Xenomai ver-
sion 2.0 was released [16]. For the implementation of real-
time application programming interfaces, the Xenomai core
provides generic building blocks. With these building blocks
it is possible to create different skins on top of the Xenomai
nucleus. A skin can mimic different application program-
ming interfaces whether they are proprietary or developed
in-house [19]. The latest version of Xenomai includes seven
different skins. The next major version of Xenomai project
is aiming at supporting both the co-kernel approach as well
as running on top of a Linux kernel with the real-time pre-
emption enabled [16].

2.5 What services or APIs are available?
The amount of available services and application program-
ming interfaces is quite large. To make it easier to see what
kind of services are available, the numerous application pro-
gramming interfaces are categorised under five main head-



ers. The list of categories is not meant to be exhaustive but
to cover the basic topics of real-time services provided by a
co-kernel framework.

Task management Creation and deletion of real-time
tasks. Querying and managing the execution states of
the tasks.

Memory management Allocate and manage dynamic
memory for the real-time tasks.

Interrupt handling Create and manage interrupt
handlers for real-time tasks.

Alarms and timers Create and use any number of user
defined alarms and timers.

Inter Process Communication Methods to
communicate between different real-time tasks or be-
tween real-time tasks and non-real-time tasks.

The application programming interfaces provided by RTAI
[11] and Xenomai [16] are presented in Table 1. The RTLinux
is left out from this comparison because of the discontinua-
tion of the product line.

Xenomai also offers a Real-Time Driver Model for device
driver development.

3. A REAL-TIME ENVIRONMENT FOR
A RASPBERRY PI

3.1 Ready made disk images
This is an easy way to start using a real-time environment.
After downloading a suitable disk image it is only needed to
copy it to the SD-card like any other Linux distribution for
Raspberry Pi [10]. There are around 25 Linux distributions
listed on the Embedded Linux Wiki [3]. However there is
only one distribution that offers a ready made image which
includes real-time support. This distribution is Machinoid
[6]. The current disk image is based on Linux kernel version
3.5.7 and Xenomai version 2.6.2.1. The user-space libraries
and test programs have to be compiled afterwards because
this version of Xenomai is not yet packaged.

3.2 Building your own environment
Both the CONFIG PREEMPT RT patch set and the two
co-kernel solutions, RTAI and Xenomai, are similar in what
it is to get them installed. There are common steps for all
of them:

• download the kernel source and the real-time package
• unpack the kernel source and patch it with the real-

time package
• configure the kernel, including the real-time part
• compile the kernel and kernel modules
• compile the real-time libraries and support programs

if needed
• install the new kernel and boot it
• verify that the kernel and the real-time environment

are working properly

The version of the real-time package must match the version
of the kernel. There are usually different patch sets for dif-
ferent kernel versions for a version of the real-time package.

4. EXAMPLE APPLICATION UTILISING
REAL-TIME

4.1 Objective of the application
The objective of the application was to test a few different
real-time application programming interfaces and to evalu-
ate if a Raspberry Pi is suited for hosting real-time applica-
tions. Are the real-time constraints met, even under heavy
CPU and peripheral load?

The chosen real-time development framework to implement
the application is Xenomai. This was due to the availabil-
ity of the ready made Machinoid disk image mentioned in
Section 3.1.

4.2 Description of the application
4.2.1 Driver for a RF-transmitter

The first part of the application is a driver for a simple radio
transmitter. The transmitter operates at 433.92 MHz and it
is used to send commands to remote controlled wall sockets.
These sockets are available in threes and there is a remote
controller within the same package. Additional sockets and
remote controllers are also available. The sockets are man-
ufactured by Nexa Trading AB [9]. The transmitter uses
amplitude shift keying in which the carrier frequency is only
switched on and off. The timing patterns for composing
the message bits to be sent to the sockets are presented in
Figure 1. The structure of the message is described in An-
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Figure 1: Bit timings and real-time alarms

derson’s paper [1]. The initial tests were not successful, since
the sockets did not receive the commands. The timing was
then measured with an oscilloscope from an actual remote
controller and the timer values were adjusted accordingly.
Transmitter is connected to a GPIO pin used as an output
and the timing of the transmission is done using real-time
alarms. A GPIO pin is a general purpose connection which
can be used as an input or output. The schematic in Fig-
ure 2 shows the connections between Raspberry Pi and the
transmitter module. Depending whether the bit to be sent
is 1 or 0, the alarms are initialised accordingly as seen in
Figure 1. The timing values of the alarms are multiples
of 360 µs. All alarms are started at the beginning of the
bit’s transmission. This is done to prevent the latencies to
accumulate at the end of the bit’s transmission.

The sockets have different addresses, divided in the house
part A...D and the unit address 1...3. The address is selected
by a configuration switch at the backside of the socket. The



Table 1: Application Programming Interfaces

Category RTAI Xenomai 1

Task management

LXRT module Task management services (N)
RTAI FIFO module / Semaphores Mutex services (N, P)
Semaphore functions Counting semaphore services (N)

Semaphores services (P)
Threads management services (P)
Thread-specific data (P)

Memory management Unified RTAI real-time memory man-
agement

Memory heap services (N)

Interrupt handling RTAI services functions Interrupt management services (N, P)

Alarms and timers
Mini RTAI LXRT tasklets module Alarm services (N)
RTAI services functions Clocks and timers services (P)

Inter Process Communications

Remote procedure call functions Buffer services (N)
RTAI FIFO module Condition variable services (N)
Mailbox functions Message pipe services (N)
Message handling functions Message queue services (N, P)
Unified RTAI real-time memory man-
agement

Shared memory services (P)

Mini RTAI LXRT tasklets module

1 The Xenomai APIs are from Native (N) and POSIX (P) modules.
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Figure 2: Schematic

real-time task sets up a pipe between itself and non-real-
time user-space. The pipe is /dev/rtp1. The command to
switch the socket ON in the house D and a unit 2 is to write
’d21’ to the pipe. To switch it OFF the command is ’d20’
respectively.

The length of the message to be sent to the wall socket is
twelve bits long. The house and unit addresses are repre-
sented in eight bits, four bits for each. The last four bits are
either 0111 or 0110. The first sequence switches the socket
ON and the latter switches it OFF. There is a stop symbol
at the end of the message. The carrier is on for 360 µs and
then it is off for 12,96 ms. Anderson [1] suggests that the
timing of this stop symbol is such that the transmitter is on
for time T and off for 32T. The values used in this applica-
tion are T and 36T although they seemed not that critical.
Again these values were confirmed from a remote controller
by measuring them with an oscilloscope. The whole message
is then repeated four times. There is no harm repeating the
message, but when the message is sent only once, it does not
always get received by the socket.

4.2.2 Decoder for pulse dialling
The second part of the application uses a periodic real-time
task to decode the dialling impulses of a rotary dial tele-
phone. The phone is connected between a GPIO pin con-
figured as an input and a ground pin. The phone is used to
compose the controlling commands. Picking up the receiver
and dialling ’421’ switches the aforementioned socket ON
and dialling ’420’ switches it OFF again. The commands
are sent to another pipe, /dev/rtp2. The user must connect
this pipe and the driver’s pipe together for the dialling to
work. The pipes can be connected together with cat /de-

v/rtp2 > /dev/rtp1.

Inside the periodic task a four state state machine is doing
the decoding. The use of a periodic task simplifies the de-
coding work. There is no need to do filtering against glitches
or other disturbances. The state is advanced only after the
majority of three consecutive values are the same. The fre-
quency of the periodic task is set to 100 Hz, which is ten
times more than the nominal frequency of the rotary di-
alling. By using a state machine to do the decoding it is
possible to run several of them in the same periodic loop.
This allows an easy way of adding more similar input devices
to the system. All of them are handled in a parallel manner
from the user’s point of view although the actual processing
is done sequentially. It should be noted that while the de-
coding of the dialling and the transmitter control are done
in real-time context, the message from the dialling decoder
is not sent in real-time context to the driver part. The pipes
originate from the real-time domain and the other ends are
in non-real-time domain.

4.2.3 Periodic task for latency measurement
Third part of the program is another periodic real-time task
which is toggling a GPIO pin on and off. The purpose of
this task is to be able to measure the latency. The measure-
ments are done with two different cycle times. The shorter
cycle time is 360 µs corresponding to the shortest time that



the transmitter is on. The second cycle time corresponds to
the time of the whole message and it is 35 ms. The mea-
surements are done when the Raspberry Pi is otherwise idle
and when it is under different load situations.

4.2.4 Usage information
The program starts itself as a daemon. By using cron to send
commands to the pipe /dev/rtp1 it is possible to use this
application as a programmable timer for for example decora-
tive lights. It is also possible to add networking capabilities
by attaching the pipe to a network socket. This can be done
for example with ncat: ncat -l 4242 -k > /dev/rtp1.

4.3 Real-time APIs and methods
The application makes use of the following library functions
included in the Xenomai framework. The functions are all
part of the Native skin module.

A C function is turned into a real-time task. The task is run
as a separate thread. The tasks are created with different
priority values. The latency measurement loop is set to the
highest priority of 99, the driver task’s priority is set to 80
and the decoder for the rotary dialling has the lowest priority
value of 60. The priority value determines in which order
the tasks are executed, should there be a need to execute
them at the exactly same time.

rt task create() Create a real-time task and set the prior-
ity value for it.

rt task start() Start the task.

rt task set periodic() Set the task periodic. The latency
measurement and the dialling decoder loops are peri-
odic tasks. The driver task is not periodic.

rt task delete() Delete the tasks when the program ends.

Two pipes are connected between real-time domain and non-
real-time domain.

rt pipe create() Create a pipe.

rt pipe read() Read from a pipe. If there is nothing in the
pipe, then wait.

rt pipe write() Write to the pipe.

rt pipe delete() Delete the pipes when the program ends.

Alarms are used to control the transmitter’s on and off times.
The timings form the patterns for sending a bit 1 or a bit 0.

rt alarm create() Create an alarm.

rt alarm start() Start the alarm and set the time value.

rt alarm wait() Wait for the alarm.

rt alarm delete() Delete the alarm when the program ter-
minates.

Real-time timer value is used to measure the latency of a
periodic task.

rt timer read() Read the current timer value. The value
returned is in nanoseconds.

It is advisable to lock the application’s virtual memory to
physical memory [4]. This can be done by including the func-
tion call mlockall(MCL_CURRENT | MCL_FUTURE); in the
main function. Sally also notes that using malloc() and ac-
cessing heap is not a constant time operation [12]. The call
to allocate the memory returns a pointer immediately, but
the memory is mapped to the process space only when the
memory is accessed for the first time.

4.4 RESULTS
The development of an application utilising real-time ser-
vices was straightforward. The operation logic of the ap-
plication must be viewed from the real-time point of view
though. There are no special requirements of how to write
the program, other than those mentioned in Section 4.3. The
application programming interfaces are well documented and
there is a wealth of information available from the Xenomai
web-site. There are also small example programs included
in the source code package of Xenomai. One notable differ-
ence concerns the debugging of the program. It is possible to
use gdb as a debugger but setting a break point in real-time
task switches it to secondary mode, thus voiding the real-
time behaviour. At this point it is not possible to use the
Valgrind debugger and profiler to analyse Xenomai based
applications [17].

The measurements to determine the latencies were done us-
ing a dedicated periodic task to toggle a GPIO pin on and
off. The latencies were measured with an oscilloscope and
using rt_timer_read() function to get the current process
time. To be able to compare the performance of a real-time
environment to a non-real-time environment a test program
was also written for a non-real-time environment. This test
program uses the BCM 2835 C library to toggle a GPIO
pin periodically on and off [7]. The latencies were measured
using an oscilloscope. The measurements were only done for
the longer pulse width. The results are presented in Table 2.
The latency values presented are worst case values for each
measurement.

The script to generate the CPU load was part of the Xeno-
mai’s test suite. The script was called as
/usr/xenomai/bin/dohell 120 where the parameter tells
the time to the script to run in seconds. The network load
was generated by downloading a single 702 Mbyte file. All
measurements were taken only after the tests have been run-
ning at least five minutes.

When the system is under heavy load the reliability of send-
ing commands to sockets starts to suffer. The real-time
driver task performs well but sending the commands from
non-real-time user space is affected by the load situation.



Table 2: Latency measurements

Pulse
width

Idle Type of load

CPU Network

360 µs
Measured with an oscilloscope

23 µs 26 µs 30 µs

360 µs
Measured within the periodic task

27 µs 36 µs 34 µs

35 ms
Measured with an oscilloscope

26 µs 34 µs 34 µs

35 ms
Measured within the periodic task

38 µs 39 µs 40 µs

35 ms
Non-real-time latencies

- measured with an oscilloscope
260 µs 1.5 ms 7.3 ms

Using the test program included in the Xenomai package,
the following values were reported for a 1 ms periodic task:

• the minimum latency was 4 µs,
• the maximum was 61 µs and
• on the average the latency was 19 µs.

This test program sets heavy load on the CPU and it is run
for fifteen minutes. The CPU load was almost 100 % during
these tests.

5. CONCLUSIONS
The measurements show a drastic difference in the latencies
between the real-time environment and the one without it.
If an application needs deterministic behaviour or is bound
to predefined response times the only solution is to use a
real-time environment. Is Raspberry Pi then a suitable host
for real-time applications? If the timing requirements are
within the results of the measurements carried out in Section
4.4 then the answer is yes. The timing error is less than
one percent if the required response time is in the order
of tens of milliseconds. If the timing requirements are more
stringent a more capable platform is recommended. It would
be interesting to compare different real-time environments
to each other. To do so would require a test suite which
could be adapted to different environments with a reasonable
amount of work. There should be at least a test for periodic
events as well as interrupt driven events. In both cases the
timing accuracy and the event count are the subjects to
measure. Counting the events is a measure of hard real-
time performance. No event is allowed to be lost in a hard
real-time environment.
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