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1. INTRODUCTION
This paper concentrates on describing how network device
drivers are connected to the Linux kernel, and how the pack-
ets are transferred between to the device driver and the
Linux kernel. The aim of this paper is to give an overview to
an interested reader of that interface, and its anatomy. The
focus is on this interface itself, and the buffer management
related to it. Other topics, such as the actual device drivers,
and the networking protocols, such as Internet Protocol ver-
sion 4 (IPv4)[1], and Internet Protocol version 6 (IPv6)[3]
are described in other papers of the Network Protocols in
Operating Systems course. Thus, we only mention them
to describe the functionality of the device agnostic network
interface.

This article is based on the Linux kernel version 3.5.4 as
published at kernel.org [4]. There is no other special reason
for picking up this specific kernel version than it was the
newest at the time this article was started. The references
to the Linux kernel files are made as relative file paths to the
specific file or directory in the Linux kernel source tree. For
example, include/net/ping.h refers to a file called ping.h in
the directory include/net under the kernel source tree. Ab-
solute paths, e.g. /var/log are used to refer to a directory
or a file in a Linux distribution file system. The used path
names should be generic. However, there are sometimes vari-
ations between different Linux distributions. This article is
based on the Debian Project distribution[5].

Network drivers are connected to the Linux kernel differently
from other drivers. As generally in Unix, and also in Linux,
all device drivers are usually represented by a file in the
/dev directory (or in Linux case also through files in the
/sys directory, and the user space applications use these to

control and communicate with the device. However, network
devices are do not have file nodes associated to them in
the same way. Therefore, there is no associated /dev file
for the Ethernet driver. Network devices are connected to
Linux via network interfaces. The device interface between
the network protocols and the device drivers is the device
agnostic interface, and the actual data is transferred in the
network buffer structure called sk_buff. These are their
stories.

2. DEVICE AGNOSTIC INTERFACE OVERVIEW
The device agnostic interface, also known as the Net Device
Interface is the interface between the device specific device
driver, such as a specific Ethernet card, and the network
protocol stack such as, Internet Protocol version 6. As the
name already indicates, the same interface is used regardless
of the physical device, and the network protocol stack used.
The need for a such an interface is rather obvious. This
way the protocol stack does not have to be changed when
a new device driver is introduced to the system, and vice
versa, the device drivers do not have to be tweaked if a
new networking protocol is introduced. The need for this
becomes even more evident when looking at the hundreds
of network device drivers at the drivers/net. There you can
find drivers from ham radio, to the modern ultra high speed
Ethernet devices.

In a considerably simplified view, the life cycle of a network-
ing device can be categorized in the following stages.

1. Initialization

2. Opening a network interface

3. Receiving packets

4. Sending packets

5. Closing the interface

6. Removal

Clearly, the receiving or sending of packets usually do hap-
pen multiple times and very much in any order during the
lifetime of a device. In some setups, for instance in a con-
sumer’s computer, the system receives considerably more
packets than it ever sends. On the other hand, in other se-
tups, such as a web server, the system actually sends many



more packets than it ever receives. In addition, in a router
configuration, the device practically sends and receives an
equal amount of traffic. Thus, generally speaking, both re-
ceiving and transmitting packets are performance sensitive
operations.

In the following, we will look at these different steps in more
detail, and explain how they work, and what happens in
each step, and how the steps are implemented in the Linux
kernel. We will start with opening and closing a network
interface, and then look at the packet transmission itself.

2.1 Network driver initialization and removal
The first step in the life of a network device is the initial-
ization. This is the process where the Linux kernel is intro-
duced the new device. The device initialization comprises of
the following steps.

1. Allocate the network device memory (alloc_netdev):
The initialization sequence starts with the memory al-
location for the structure holding the device informa-
tion - net_device. We will look at more in detail at
the net_device structure in this paper.

2. Perform optional setup checks (netdev_boot_setup_check):
Checks boot time options of the device. This is an op-
tional step. In addition, this step is used by legacy de-
vice drivers. It is not in use in modern device drivers.

3. Setup the device: In this step, the net_device struc-
ture is populated with the device specific information,
and the device specific routines.

4. Registering the device to kernel (register_netdev):
Registers the device to the kernel, and informs the ker-
nel the device is ready to be used.

The device removal is considerably more straight forward.
To remove the device from kernel, the device has to be
only unregistered (unregister_netdev), cleaned up, and ul-
timately freed (free_netdev).

2.2 Starting and stopping a network interface
Before sending, and receiving packets, the network interface
has to be opened. Opening the network interface may hap-
pen either during the boot or at runtime. For example, in
modern computers the inbuilt interfaces (such as the Eth-
ernet card) are set up already during the boot sequence, if
just the physical media (i.e. the Ethernet cable) is present.
However, there are also other interfaces that are mainly set
up during runtime. These interfaces include, for instance,
cellular network interfaces.

During runtime, the network interface can be turned up us-
ing such command line tools as ifconfig. An example of
turning on the first ethernet interface (eth0 ) can be seen in
the following:

root@Debian:~$ ifconfig eth0 up

In the device agnostic interface, setting the interface up re-
sults to a call to the function dev_open(), which allocates

the transmit and receive resources, registers the interrupt
handler to the OS, sets the device watchdog, and informs
the kernel the device is up. The watchdog timer is used to
detect network interface halts, and if the watchdog is acti-
vated the device is reset.

The opposite can be performed by typing the following to
the command line.

root@Debian:~$ ifconfig eth0 down

As the result of this, the dev_close() is called, which does
the exact opposite of the dev_open(): The interrupt handler
is deregistered, the transmit and receive resources are freed,
and the device is set to be down.

2.3 Packet transmission
Once the network interface is up, packets can start to flow
over the interface to both directions. We will try to give
an overview how sending and receiving packets is done in
Linux in this section. We will start with receiving packets,
and then look at sending packets.

2.3.1 Sending packets
When sending packets from the Linux host towards the net-
work, the packets are usually queued in the transmission
queue. The Linux network queue policy and internals are
outside of the focus of this paper. Eventually, the dev_hard_start_xmit()
is called to perform the packet transmission. The dev_hard_start_xmit()
will call the start_xmit(), which points to the device spe-
cific transmission method. The device specific transmission
method then moves the packets to be sent to the device
itself. Figure 1 shows the flow graphically.

Packet queue

dev_hard_start_xmit
calls dev->ops->
ndo_start_xmit

Device Specific Xmit
Device specific code 
transmits the packet

Packet on the 
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Figure 1: Transmitting packets to the network in-
terface

2.3.2 Receiving packets
The receiving of packets is a bit more complex and send-
ing packets, but not much. The packets can arrive at any
point, and the device has to have a method to tell the ker-
nel that a packet has arrived. This is done by the software
interrupt registered at the network interface open. Two dif-
ferent strategies to handle the device interrupts exist. Thus,
also two different kernel internal APIs exist: The traditional
interface, and the New API (NAPI)[6]. The former create
a software interrupt every time a packet is received. The
NAPI, however, only creates a software interrupt for the first
packet in the burst, and then schedules the kernel to poll



the interface. This strategy can save considerably in soft-
ware interrupts, and therefore is well adapt for high speed
interfaces. We will discuss the traditional interface versus
the NAPI later in this paper. As the traditional interface
is a bit simpler, we will go through its functionality in this
section.

You can find the receive packet flow in Figure 2. When a
packet comes into the device the device raises an interrupt.
This interrupt calls the device specific software interrupt
routine. The software interrupt routine copies the packet
into memory, and calls netif_rx() routine, which provides
the packet to the Linux kernel.

Device gets a 
packet

Interrupt controller
Moves the packet to 
sk_buf and calls netif_rx

netif_rx
Passes the packet to the 

network protocol

Packet at 
network 
protocol

Figure 2: Receiving packets in the network interface

2.4 Related data structures, and functions
This section will look at the data structures and functions,
which implement the device agnostic interface. In the end
of this section, we will also look at the work split between
the device agnostic interface, and the device specific code.

2.4.1 Data structures
Table 1 shows the most important data structures used in
the device agnostic interface. The main structure is the
net_device structure. This structure is the definition of the
actual interface. The structure itself is very complex, and
has many fields. It makes little sense for us to go through all
the fields in this paper. An interested reader can look up the
structure in the header file. However, the most interesting
fields with the explanation are listed in the following.

The net_device structure contains the device name, the
I/O specific fields, the device status, the interface flags, the
device hardware address, and the device statistics among
other information. The structure also contains the pointer
to the net_device_ops structure specific to this device.

The net_device_ops structure lists the pointers to the de-
vice operations functions. We will look at the operations in
next Section.

2.4.2 Functions
The support functions for the device agnostic interface are
implemented in net/core/dev.c. These include the alloc_netdev(),
netdev_boot_setup_check(), register_netdev(), unreg-

ister_netdev(), free_netdev(), dev_open(), dev_close(),
dev_hard_start_xmit(), and netif_rx() we have mentioned
before. These include the generic implementation of those

Data Struc-
ture

Location Description

net device include/linux/netdevice.h The device ag-
nostic interface
definition.

net device ops include/linux/netdevice.h The device op-
erations.

net device stats include/linux/netdevice.h Device statis-
tics.

Table 1: Device agnostic interface relevant data
structures

functions, which then call the device specific implementa-
tions in the net_device_ops.

2.4.3 Work split between the device agnostic inter-
face and the device specific implementation

As described above, the device agnostic interface is defined
in the net_device structure in include/linux/netdevice.h.
The functions needed for the device initialization, opening,
transmission, closing, and de-initialization can be found at
net/core/dev.c. These definitions and functions are common
for all the device drivers.

The device specific implementations can be found at drivers/net.
When a new device is initialized the device specific initializa-
tion sets up the net_device structure with the information
needed by the device agnostic interface. This includes also
the callback functions to operate the device. The pointers
to these functions are set to the net_device_ops structure.
The device specific implementation is outside the scope of
this paper.

3. LINUX NETWORK BUFFER MANAGE-
MENT

An important part of the network device functionality is the
network buffer management. This includes the management
of the incoming packets, and the out-going packets in their
buffers. This part includes both the packet buffer struc-
ture itself, and the functions used to manipulate the packet
buffers.

3.1 sk_buf data structure
The Linux kernel uses a data structure called sk_buff to
store the packets. The sk_buff structure is defined in in-
clude/linux/skbuff.h.

The sk_buff is a complex structure. Though, it is not
quite as complex as the net_device structure, it is com-
plex enough not to be listed completely here. An interested
reader can look at the header file to find the additional infor-
mation. The relevant information in the focus of this paper
is listed in Table 2.

The most important fields in the focus of this paper are
head, data, tail, end, transport_header, network_header,
and mac_header. These tell us where the different parts
of a packet are. The head points to the beginning of the
whole packet. The data points to the beginning of the data
of the packet. What is the ”data” depends on the proto-
col level currently processed by the kernel. When process-



Field Description
sk buff *next, *prev Support for packet listing and

queuing.
sock *sk Socket owning the packet.
net device *dev The device the packet is belonging

(incoming or outgoing).
unsigned char *head Pointer to the start of the packet.
unsigned char *data Pointer to the data of the packet.
sk buff data t tail Pointer to the end of the data.
sk buff data t end Pointer to the end of the packet.
sk buff data t transport header Pointer to the beginning of the

transport protocol header.
sk buff data t network header Pointer to the beginning of the

network protocols header.
sk buff data t mac header Pointer to the beginning of the

Layer 2 header.

Table 2: Relevant fields in sk_buff structure

Function Description
dev alloc skb() Allocates a sk_buff.
skb clone() Clones the sk_buff structure

without copying the payload data.
skb put() Puts the data into the buffer
dev kfree skb Frees the sk_buff

Table 3: Basic operations on sk_buff

ing the network protocol (IPv4 or IPv6) the data points
to the beginning of the network protocol header. How-
ever, on higher layer - on transport layer (such as TCP[2]),
the data points to the transport layer protocol. Thus, the
data pointer changes as the packet moves up the protocol
stack. The tail behaves similarly pointing into the end
of the data. The transport_header, transport_header,
network_header, and mac_header point to their respective
header locations in the packet buffer. Figure 3 shows how
these different pointers relate to the buffered packet.

head
data
tail
end
transport_header
network_header
mac_header

sk_buff

Data
TCP Header
IP Header
Ethernet Header

Packet

Figure 3: Relationship between the sk_buff fields
and the buffered packet

3.2 Managing sk_buff structures
The net/core/skbuff.c contains a great variety of operators
to manage sk_buffs. These operations range from queue
management to the basic operations on sk_buffs. In the
interest of space, we will here only focus on the basic op-
erations used to manage the Linux kernel network buffers.
These very basic operations are listed in Table 3.

The dev_alloc_skb() allocates an sk_buff, and the dev_kfree_skb
frees an allocated buffer. The skb_clone provides copying
the sk_buff structure. However, it does not copy the buffer
contents, but just the structure. This allows manipulat-
ing the structure, for instance, on different protocols layers
without the overhead of copying the packet memory. The
skb_put() provides a mechanism to put data into the buffer.

4. NAPI

The New API (NAPI) interface was introduced to the Linux
kernel to improve the network performance. The aims of the
NAPI are listed in the following.

Interrupt mitigation means minimization of the software
interrupts the device creates when a new packet ar-
rives. The traditional interface creates a software in-
terrupt at arrival of every packet. This causes both
considerable and unnecessary load on the system. When
performing high speed networking the system may be-
come overwhelmed by processing just the software in-
terrupts. The NAPI addresses this consideration.

Packet throttling means dropping the packet as soon as
possible when the system cannot handle the inflow of
packets. With NAPI, the packets can be dropped al-
ready at the device without even introducing them to
the kernel if the system is not able to process the pack-
ets.

The NAPI was introduced in the Linux kernel version 2.6,
and by the kernel version we are concentrating on here - 3.5.4
- many, if not most, of the device drivers have moved to use
the NAPI. However, a device driver can be still written to
use the traditional interface, and the traditional interface is
still supported by the kernel today. This may introduce con-
siderable constraints on the devices performance, though.
We will be looking at the performance considerations more
in detail in Section 5.

In this section, we will look at how the NAPI works.

4.1 Basic principle
The basic principle of NAPI is to move the processing of
the packets away from the interrupt handler to the kernel
as much as possible. This does not mean that the soft-
ware interrupt handler would not be used at all anymore,
however. Let’s remind ourselves first how the traditional
interface works.

The traditional interface registers a software interrupt han-
dler, which is called at packet arrival. The handler then calls
netif_rx() to provide the received packet to the Linux ker-
nel. The NAPI changes this behavior. Instead of calling
netif_rx() a NAPI interrupt handler disables the software
interrupt, and schedules the polling of the interface. The
flow in the interrupt handler is on high level as follows.

1. Disable the packet reception interruption for the de-
vice.

2. Check if it is possible to schedule the incoming packet
polling with napi_schedule_prep.

3. Schedule the polling of the device with __napi_schedule.

Practically, this means the packet processing is removed
from the interrupt handler and postponed to a time in the
future. In addition, the interrupt masking means that no
new interrupts form this device are coming in before the
interrupts are enabled, again.



To process the packets, the kernel needs to poll the device
to pull the packets into the kernel. The scheduling of the
poll tells the kernel that there are packets to be polled. At
a good time, for the kernel that is, the kernel will perform
the poll operation. Currently, the Linux kernel supports
multiple poll queues per device, which can all be polled sep-
arately. However, here we simplify the actual functionality
a bit. The poll queues are stored in the napi_struct struc-
ture, which includes the poll function among other items.
The poll function is device specific, and transfers all the
packets waiting for processing to the kernel. The NAPI uses
netif_receive_skb() instead of netif_rx. When the job
is complete, the poll function sets the interrupts on again,
and performs napi_complete. This turns the device back to
the interrupt driven mode. This disables the polling of the
device, if there is nothing to process anymore.

4.2 NAPI requirements for devices
The NAPI introduces certain requirements for the device.
The requirements are listed in the following.

• Direct Memory Access (DMA) ring support, or enough
memory to store the packets in the software device.

• Ability to turn the related interrupts off.

Devices that can support these requirements can be sup-
ported by NAPI. Otherwise, the device has to use the tradi-
tional interface. However, devices not compatible with the
NAPI requirements will unlikely be high speed networking
devices, and thus, the traditional interface should be ade-
quate for them.

5. PERFORMANCE CONSIDERATIONS
In this Section, we examine the performance differences be-
tween NAPI and the traditional device interface. Currently,
this comparison is based on the figures on the Linux Foun-
dation[7] web page on NAPI[6]. However, as the course goes
on, the target is to conduct tests to provide own figures.

The performance improvement of NAPI is based on sup-
pression of interrupts especially when receiving packets. On
traditional interface the input packet ratio to the interrupts
is 1. The system creates an interrupt at every packet that
is received. NAPI can improve this considerably while there
are packets in the input queue. The Linux Foundation page
refers a ratio of 17 interrupts per 890k packets/second. Try-
ing to push this amount of interrupts per second through
any system will cause a considerable load, and most prob-
ably choke the system. In a situation like this, the NAPI
brings clearly benefits.

However, if the input buffer cannot be kept occupied through-
out the transmission, the benefits of NAPI start to decline.
At worst, the NAPI reduces again to packet per interrupt
performance with the additional overhead of NAPI. Though,
the NAPI overhead is not considered to be meaningful, the
benefits can only be obtained from a constantly occupied
input buffer.

6. SUMMARY
This paper described the functionality of the device agnostic
network interface, the network buffer management, and the
New API (NAPI).

The device agnostic network interface is defined in include/linux/netdevice.h.
It defines the data structure (net_device) that stores the de-
vice information, and the includes the functions to operate
the interface. The functions are implemented in net/core/dev.c.

The network buffers in Linux are stored in the sk_buff data
structure. The sk_buff is defined in include/linux/skbuff.h.
Linux provides a set of tools to manage the sk_buffs. These
operations are implemented in net/core/skbuff.c.

We also looked at the NAPI, which increases network per-
formance by performing interrupt mitigation, and packet
throttling at the device. We also discussed the performance
aspects of NAPI, and concluded the NAPI performs better
than the traditional interface, when the input buffers can be
kept occupied, and the ratio between interrupts per packets
can be kept low. In the worst case, the performance degrades
to the level of the traditional API at 1 interrupt/packet.
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