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ABSTRACT 
Visual search in large real-world scenes is both 
time-consuming and frustrating, because the search becomes 
serial when items are visually similar. Tactile guidance 
techniques can facilitate search by allowing visual attention 
to focus on a subregion of the scene. We present a technique 
for dynamic tactile cueing that couples hand position with a 
scene position and uses tactile feedback to guide the hand 
actively toward the target. We demonstrate substantial im-
provements in task performance over a baseline of visual 
search only, when the scene's complexity increases. Analyz-
ing task performance, we demonstrate that the effect of vis-
ual complexity can be practically eliminated through im-
proved spatial precision of the guidance. 
ACM Classification Keywords 
H.5.2: User Interfaces – Input devices and strategies. 
Author Keywords 
Multimodal interaction; tactile guidance; visual search; tar-
get selection; user performance models 

INTRODUCTION 
Finding an object from a complex real-world scene is a 
common yet time-consuming and frustrating chore. Consid-
er searching for a specific object in a supermarket, parking 
lot, control room, warehouse, or library, or wayfinding in a 
place with a lot of signage. These examples illustrate tasks 
that share the same general characteristics: i) visual search 
from a complex scene; ii) selection of an object; iii) and 
physical action, such as picking up or moving towards the 
target. People struggle with such tasks both in small scale 
(e.g., a messy desktop) and in large scale (an urban view).  
What makes search and selection difficult is that the search 
becomes serial when the visual complexity of the scene in-
creases, especially when items are similar to each other [20, 
29, 30]. In worst cases, search is so slow that it completely 
dwarfs the time needed for selection of the object once it has 
been found. A computer can assist the user in the search 
task if both the location of the object within the scene and 
the position of the user with respect to the scene are known. 

In many domains, such as the ones listed above, the loca-
tions of the objects are monitored for logistics purposes. The 
user position, on the other hand, can be accomplished by 
sensor-assisted tracking.  
The present paper contributes by examining personal tactile 
guidance and demonstrating how it can significantly speed 
up performance in a complex search-and-select task with a 
large scene. Tactition as a sensory modality is promising for 
a number of reasons. Tactile cueing does not conflict with 
visual engagement with the environment, it has minimal 
cross-modal interference, and it has been shown to enhance 
performance in a rapid target-acquisition task with a regular 
desktop display [19]. An additional benefit is that it pro-
vides direct guidance towards the target of a sort that is intu-
itive to interpret and to act on. Traditional spatial represen-
tations (e.g., maps) on displays are indirect, in that they re-
quire the user to perform cognitive matching between the 
virtual and the real environment. Another alternative is to 
use direct augmentation – for example, visual highlighting 
of objects with a pico-projector [20]. Although these tech-
niques allow searching by bottom-up features, which is 
quicker, they are not private, they add visual clutter, and 
have problems in bright conditions and over distance. Spati-
alized audio can be presented as personal guidance through, 
for example, headphones. However, it inhibits the use of the 
modality for other purposes and often interferes with the 
user's primary task. As the results described in the paper 
demonstrate, tactile guidance can indeed facilitate visual 
search, especially when the complexity of the task is suffi-
ciently high. 

 
Figure 1: A user searches for an item in a large sce-
ne (here, the letter “B” among several “P”s). Vibrotactile 
stimulus “pulls” the hand toward a subregion (the red-
graded area) and visual attention (the blue circle) 
follows for search of that subregion.  
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Approach 
We build on recent work on vibrotactile spatial cueing via 
the user's hand [8, 14, 18, 19]. Previous work looking at 
applications of visual search has examined two kinds of 
cues. Preview cues inform about the direction or segment of 
the display to look at before the scene is actually seen [8, 14, 
18]. Dynamic cueing is based on coupling of hand position 
with a scene position such that the cue is dynamically up-
dated in view of the distance to and/or direction of the target 
[19,27]. Analyzing visual search and aimed movements in 
this task, we argue that dynamic cueing is efficient with 
large and complex scenes and allows iterative narrowing of 
the search to a smaller subregion (see Figure 1).  
Beyond the realm of visual search, tactile guidance has been 
used for various applications. For example, a tactile belt has 
proven itself useful for navigation by indicating two-
dimensional directions over a relatively large surface [26]. 
The chest and the back [25] are other examples of large sur-
faces where tactile cues can be projected via vibration mes-
sages or patterns [7, 10]. In the field of motor rehabilitation, 
cautionary dynamic cues have been proposed for indicating 
divergence from correct movement trajectories [2]. 
We expand on current research by applying dynamic tactile 
guidance to a visual search and acquisition task in a large, 
complex scene, representative of real-world scenarios. Our 
implementation is based on a raycasting technique, which 
projects the position of the user's extended arm with a cursor 
position in the scene [3, 6, 28]. The position is used in cal-
culation of a feedback pattern that conveys the target's di-
rection and distance. The advantage of such a coupling is 
that directional cues applied via the raised hand can be in-
terpreted within the spatial frame of reference in which the 
visual search operates. This is representative of many every-
day sensorimotor tasks in which the eye and the hand are in 
coordinated motion [22] and may, therefore, be natural to 
learn. We chose “pull” as a guidance metaphor because of 
direct stimulus–response mapping. Moreover, although the 
cursor is not necessary for the task, seeing the projection of 
the hand on the scene may reduce the attentional cost of 
aiming. 
There are many options for implementing the tracking of the 
hand relative to the scene. As we will discuss shortly, the 
design space of spatial guidance is immense. The contribu-
tion of this paper lies in a design of spatial guidance that 
improves users' performance in visual search tasks and a 
model of user interaction that informs future efforts. Our 
solution utilizes a computer vision sensor with depth map-
ping, mounted in the environment in front of the user [6]. 
This enables us to accommodate the “non-desktop scenario” 
wherein the user can move freely in front of a large scene. 
The scene can contain many more items than a computer 
display can; in our study, we include a condition with close 
to a thousand items. Moreover, the user does not need to 
hold a separate tracking device. The only encumbrance is 
posed by the actuators, which in our case are woven onto a 
glove. However, the glove is thin and does not obstruct oth-

er manual tasks. Given that the sensors and actuators we 
utilize are commodity hardware, the proposed system is 
inexpensive and thus feasible for practitioners. 
While this kind of guidance has become feasible, it is un-
clear whether it can actually facilitate performance. Perfor-
mance-degrading factors, such as spatial imprecision and 
latency of hand tracking, as well as ambiguity in interpreta-
tion of the actuator signal, could imply that searching the 
scene with vision only is more efficient than is waiting for 
the guidance. For critical evaluation of the technique, we 
present results from an experiment that compares it to 
search by vision only. We systematically manipulated the 
visual complexity of an item grid projected onto a wall-sized 
canvas. Our operationalization of search complexity was to 
manipulate set size – that is, the number of visually similar 
items – which is one of the strongest determinants of search 
performance [20, 29, 30]. This manipulation enables us to 
identify the crossover point at which guidance becomes 
more efficient than opportunistic visual search. To our 
knowledge, ours is the first study to follow this approach. 
The data show a strong benefit of tactile guidance as visual 
complexity increases. We conclude the paper by discussing 
further development in light of the findings, especially the 
importance of improving spatial precision and temporal 
latency of the tracking and actuator components.  
ANALYSIS OF TACTILE GUIDANCE IN VISUAL SEARCH 
Let us consider the task in Figure 1: a target is in a random 
location among N equidistant and visually similar items on a 
plane perpendicular to the forward field of view. The user 
needs to 1) find the target and 2) select it by pointing. We 
here model performance with and without guidance. The 
model parameters will be empirically derived in the section 
Model Calibration and Predictions. 
Performance is explained here in terms of two components: 
visual search and aimed movement. Aimed movement fol-
lows a widely used form of Fitts's law [16]. Visual search is 
more challenging. The only study we are aware of that has 
modeled a search-and-select task with tactile feedback ob-
tained poor fit since it was unable to account for visual 
search [1]. Previous work has used the Hick–Hyman law to 
model search in menu selection [5]. However, the Hick-
Hyman law models choice reaction, not visual search, and is 
not applicable here. Our search model draws from space-
based theories of attention wherein the focus of attention is 
assumed to be defined by a spatial region [21].  
We now analyze performance in the general case, while the 
study-specific parameters are presented further on in the 
paper. Throughout, we assume that pointing and searching 
start at the center of the scene. Head movements and reach-
ing for the object found are not covered.  
The Non-augmented Case 
With no tactile guidance, task time is a compound of two 
phases: visual search and target-acquisition: 
            tnon-augmented = tsearch + tacquisition                               (1) 
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Visual search: We assume that search operates serially. 
Each fixation of the “spotlight of attention” examines items 
falling within the foveal area of high spatial acuity (approx. 
2°). In visual search, fixation duration is typically 180–275 ms 
[23]. Unless the target is found, a saccade spanning about 
three degrees and lasting about 30–40 ms is programmed to 
a previously unexamined area [23]. This procedure is re-
peated until the target is found. These properties imply that 
tsearch increases linearly as a function of N [20, 29, 30]. 
Search rate r in visual search experiments with computer 
displays is, on average, 14.6 ms/item [29], including both 
inspection and transition time. However, because many fac-
tors affect r, such as the similarity of items and their con-
stellation in the search array [23], r must be derived for each 
individual case. Given that the estimated number of items 
that must be scanned is N / 2, our model becomes  

tsearch = r N / 2.    (2) 
Target-acquisition: At this point, the target has been located 
and the cursor, controlled in our case by the computer vision 
loop, needs to be moved on top of it. tacquisition is here as-
sumed to follow Fitts's law and therefore depends on dis-
tance to target (D) and width of target (W) [16] and on the 
two empirical parameters a and b. We collapse b and the 
controller-specific lag [17] into bcursor, obtaining  

tacquisition = a + bcursor log2(D / W + 1).      (3) 
With these assumptions, the full model for this case is:  

tnon-augmented = r N / 2 + a + bcursor log2(D / W + 1).   (4) 

Augmentation with Dynamic Tactile Guidance 
Task performance with dynamic tactile guidance consists of 
a cascade of hand–eye coordinations: the hand directs the 
gaze iteratively toward a region with fewer items (For an 
eye–hand cascade interaction technique, see [31]). Our 
model, therefore, has three phases:  

tguided = tapproach + tsearch + tacquisition .   (5) 
Approach: Because mentally projecting vibrotactile signals 
from the hand to the visual field is hard, the guidance signal 
cannot pinpoint the target; instead, the user infers it as a 
subregion contained within the scene (e.g., see Figure 1). As 
the hand approaches this subregion, it may at any time up-
date the inference and change its path. This iteratively cor-
rected aimed movement is given by Fitts's law, but the pa-
rameters are different from those in Equation (3): instead of 
W, width is defined by the width of the subregion S from the 
angle of approach. With dynamic cueing, S is jointly deter-
mined by the accuracy of hand tracking and the subjective 
ambiguity of the guidance signal. Parameter b hereof is 
shaped by the additional latency of the tactile feedback loop 
(bguidance). We assume that the hand is conservative in the 
approach phase and does not move further toward the target 
than half the width of S from the angle of approach. This 
assumption is plausible, because users would like to prevent 
occlusion of the subregion by the hand. With this assump-
tion, the model of approach becomes 

tapproach = a + bguidance log2(D – S / 2) / S + 1) 

             = a + bguidance log2(D / S + 0.5).                 (6) 
Visual search: As the tactile feedback suggests for the sub-
region, gaze shifts to this region and starts to search within 
it. Rate of search r should be the same as in the 
non-augmented case. Thus performance follows Equation 
(2) but with NS targets. The size of the subregion, the densi-
ty of targets, and the geometry of the setup jointly define NS. 
Target-acquisition: After visual location of the target within 
the subregion, the cursor needs to be moved on top of it, to 
select it. This phase, wherein tactile guidance has become 
irrelevant, is addressed by Equation (3). However, the 
movement distance is shorter, because the starting position 
has moved closer to the target.  
Given these considerations, we get: 

tguided = a + bguidance log2(D / S + 0.5) +  
            r NS / 2 +  
            bcursor log2(S / 2 / W + 1).  (7) 

The insight afforded by this model is that bguidance and S, the 
two parameters determined by tactile guidance, have differ-
ential contributions to performance. An increase in the value 
of the bguidance parameter makes approach faster but contrib-
utes mainly when N is small. Increasing S reduces the num-
ber of items to be searched, which helps when N is large. 
Because static cues hint at a rougher direction or segment of 
the target (i.e., larger S), we suspect that dynamic guidance 
has more potential as a technique. Another observation is 
that aimed movement to the target consists of two phases 
(interrupted by visual search), each with unique control loop 
characteristics (for a similar two-phase model of target ac-
quisition, see [24]). 

 
Figure 2: System overview. Left: Tracking the pointing 
arm with a user-facing computer vision sensor and 
projecting it as a cursor (+) on a wall-sized canvas. 
Right: Positioning of four vibrotactile actuators on the 
palmar and dorsal aspects of the hand. The radial ac-
tuator is active to direct the hand from the cursor posi-
tion toward the upper right.  
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Figure 3: The actuator glove from the dorsal (left) and 
palmar (right) viewpoints.  

DESIGN AND IMPLEMENTATION OF A TECHNIQUE 
Figure 2 outlines our setup. The main design challenge was 
to produce a “pull” sensation that directs the hand and the 
gaze to the same subregion. Pull feedback has been shown 
to be more effective than push in comparable tasks [9]. The 
tactile display consists of four five-volt LilyPad-mounted 
vibration boards, an Arduino Uno physical computing plat-
form, and wiring and connectors. The vibration motors are 
carefully sewn onto a thin-fabric glove, and a rubber band is 
applied to ensure stability during movement (see Figure 3). 
For tracking of the arm projection, we employ a user-facing 
Kinect motion-sensing device mounted on a wall in front of 
the user. The known constraints of this sensor for pointing 
with the hand are minimized by considering pointing with 
the handshake pose – that is, thumb upward, palm open, and 
fingers adducted. We observed that tracking performance is 
best when wrist, elbow, and shoulder form a straight line. 
Users should keep the elbow and wrist joints static, control-
ling pointing with the shoulder only (for a study of this ver-
sus other pointing techniques, see [11]). 
Dynamic Spatial Cueing 
For our vibrotactile spatial cueing, we proceed from dynamic 
tactile guidance techniques seen in motor rehabilitation [2, 
12, 13]. The visual search task, however, is different, in that 
performance in reaching an end point, rather than correct-
ness of movement trajectories, is emphasized. Quickly over-
shooting the target in our pointing task does not necessarily 
hamper performance and may even improve it, thanks to 
increased information from more data points.  
In order to present rapidly recognizable tactile cues, we con-
sider well-known parameters of tactile-cue design: frequen-
cy, amplitude, duration, rhythm, and location [4]. Location 
maps naturally to target direction. In the glove, both the 
dorsal and the palmar side of the hand have two actuators, 
equidistant from the medial line. With these, we cover the 
four cardinal directions (up, down, left, right) and the four 
interstices. To ensure discrimination of cardinal versus di-
agonal direction, we use distinct duration and rhythm pa-
rameters (for alternative designs, see [4,7,19]). The short 
diagonal pulses (80 ms on, 40 ms off) are “taps,” whereas 
the cardinal-direction pulses (250 ms on over two adjacent 
motors, 120 ms off) are longer patterns (see Figure 4). Di-

rection is computed for every frame relative to the cursor 
shown on the display. Amplitude is used as a cue of dis-
tance. Amplitude decreases linearly as a function of distance 
to the target. A varies between Amin (a barely noticeable 40% 
of the maximum vibration amplitude) and Amax (the maxi-
mum attainable vibration; nominal 0.8 G at 200 Hz).  
The calculations of the direction and distance, and the pro-
duction of the vibration, were implemented as follows: 

!"#$%&'()*+!"#!$%&'()$*"+#&'#,-.)!"!$,+'

,-./'*'*$/&#!$,+'0&$(1!'234'5%,#6789'*$7!"+#&':/,-'#)/7,/'!,'!"/(&!'

0/'./'*+;$5/"!$,+'"!'"-.%$!)*&'<'

=> 12,34+?@A',+A"/(&!08'50+

''''''67+8.9:';+9&<':-=;>$%!-"B+?:)."&'/9;+<=:";@+76+
C> ++++++,>+*$7!"+#&'D'E#&+&F&$(1!'GC'A24B+
H> ''''''''''''*$7!"+#&I,/<-"B'J'E#&+&F&$(1!GC'

2> ''''''43C4+,>+*$7!"+#&'D'*$7!"+#&I,/<-"B+A24B'
3> ''''''''''''*$7!"+#&I,/<-"B'J'*$7!"+#&'

K> ''''''43C4+,>'*$/&#!$,+'1"7'#1"+(&*'A24B+
L> ++++++++++++*$7!"+#&I,/<-"B'J'M>N'*$7!"+#&I,/<-"B+

''''''67+C=:";+'(;+:)."&'/9;+:==$%9&-#+'$+9&<':-=;+'$+':%#;'+76+
N> ''''''<'J'0*$7!"+#&'G'*$7!"+#&I,/<-"B8'0<-"B'O'<-$+8'P'<-$++

''''''67+D&E%:';+76+
Q> '''''',>'*$/&#!$,+'$7'*$"(,+"%'A24B'+
=M> ''''''''''''R$5/"!&'"!'!1$7'*$/&#!$,+':,/'NM'-7'S$!1'<+
==> ''''''''''''E$%&+#&':,/'2M'-7+
=C> ''''''43C4+67+F:&-+76+
=H> ++++++++++++R$5/"!&'"!'=7!'*$"(,+"%'*$/&#!$,+':,/'=MM'-7'S$!1'<+
=2> ''''''''''''R$5/"!&'"!'5,!1'*$"(,+"%'*$/&#!$,+7':,/'3M'-7'S$!1'<+
=3> ''''''''''''R$5/"!&'"!'C+*'*$"(,+"%'*$/&#!$,+':,/'=MM'-7'S$!1'<+
=K> ''''''''''''E$%&+#&':,/'=CM'-7+
=L> G4H4!A+

During each iteration, amplitude is updated on the basis of 
distance and direction (lines 2–8). Amplitude decreases lin-
early until a change in direction is needed (line 8). However, 
to react to movement errors, we maintain an amplitude 
scale, denoted as distanceForAmax, which stores the distance 
corresponding to the maximum A that should be given for a 
particular direction. In the case of a wrong direction, this 
ensures that the maximum A remains the same, thus prevent-
ing misinterpretation of the feedback. When the direction 
indicated needs to be changed – for example, from “up” to 
“up right” – the amplitude scale is increased to highlight the 
change in signal (line 7). Finally, once the correct amplitude 
has been determined, the appropriate tactile feedback pat-
tern is applied (lines 9–16). If the target direction is one of 
the diagonals, the feedback is simply applied with the corre-
sponding actuator (line 10). Otherwise, the feedback pattern 
consists of a pseudo-integrated pulse wherein one of the 
diagonals is triggered, after which the two are triggered 
simultaneously, before, finally, the second diagonal is trig-
gered (lines 13–16) (see Figure 4). The first and second di-
agonals were determined by counting clockwise from the 
“up” cardinal direction. This algorithm iterates until the 
cursor has been moved within the effective selection radius 
(60 px, or 1.41°, in our study). When the cursor is within the 
selection range, we give a strong feedback pulse by driving 
all motors at maximum. This enables the user to perceive 
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the target even when the hand overshoots it. An example of 
guidance updating is given in Figure 5. 
Hand Tracking and Cursor Updating 
The Kinect tracking sensor is placed at a distance of 230 cm 
from the user. We found this distance to be optimal for pre-
cision. A red crosshair was shown on a screen according to 
the trajectory between the user’s elbow and hand joints. 
These are inferred by the skeletal tracking algorithm of the 
OpenNI and PrimeSense NITE APIs. For an optimal match 
between the user’s pointing and the cursor displayed, the 
algorithm must be calibrated for every user by means of the 
corners of a displayed grid. Some filtering is applied to the 
signal to reduce jitter further. In addition to tracking arm 
position, the setup measured movement speed. A selection 
event was triggered whenever the speed remained below a 
designated threshold for longer than 260 ms.  
EXPERIMENT 
An experiment was conducted wherein tactile guidance was 
compared to a baseline with no tactile guidance. Participants 
had to point at a target (the letter “B”) on a wall-sized ma-
trix of “P”s (see Figure 2) as quickly as possible. Important-
ly, set size was varied in eight steps. This paradigm is com-
monly used in studies of visual search. Although it lacks the 
richness of real scenes, it has been argued to capture the 
essence of selective attention in real-world tasks [30]. 
Moreover, manipulation of complexity is necessary if one is 
to derive the technique-specific parameters of temporal la-
tency and spatial precision. 
Participants 
Twelve users, nine male and three female, were recruited. 
All participants reported themselves as being in fit physical 
and mental condition. None of the participants had signifi-
cant previous experience in using Kinect or tactile displays.  
Experiment Design 
The study follows a 2 x 8 experimental design with Feed-
back (tactile guidance vs. visual only) and Set size (6, 15, 
40, 84, 170, 322, 540, 874) as the independent variables. 
Each participant performed 100 trials with each of the two 
feedback conditions, such that the feedback condition was 
changed after every 50 tasks. Half of the participants started 

these blocks with one and the rest with the other feedback 
condition. The number of distractors was chosen randomly 
for each trial. The glove was worn in all conditions. 
Physical Setup and Stimuli 
The spatial dimensions of the test setup are given in Figure 
2 and in the description of the system above. With a dis-
tance of 230 cm from the display, the viewing angle was 
55°. Users were sitting on a bench with eye level at roughly 
half a meter above the bottom of the display. The projector 
was placed behind and above the participant, to minimize 
occlusion of the scene. The room was quiet and dimly lit.  
The stimuli were white capital letters (“B” and “P”) presented 
on a black background on a 1280 x 800 px canvas. The let-
ter grid was center-aligned. The ratio of letters in the x to the 
y dimension ranged from 1.5 to 1.8 degrees. We scaled the 
effective canvas size for each set-size condition so as to 
keep the average distance-to-target within a narrow range 
(258–381 px from smallest to largest N). The effective area 
of the canvas ranged from 0.3 degrees, in the N = 6 condi-
tion, to 0.9, in N = 874. 
Procedure 
Training: To ensure learning of the novel technique, three 
training steps were taken. First, participants learned inferring 
signal directions by pointing with eyes closed. When suffi-
ciently correct inference was achieved, the pointing algo-
rithm was calibrated to the participant. Participants then 
practiced with eyes open. Third, they practiced with at least 
10 trials with tactile guidance; they had to point at a given 
target, starting movement at the center of the display. The 
experiment was started only after performance in this stage 
had stabilized. No instructions were given for visual search. 

 
Figure 5: An example scenario: 1) The direction for 
first approach is provided by the upper dorsal motor 
with a short pulse, 2) changing to integrated vibra-
tion indicating movement right. 3) The user reacts to 
the feedback and changes movement direction. 4) 
The direction indicated changes again, soon after 
which the user reacts. 5) The cursor enters the tar-
get's selection range. At this point, signal amplitude 
has decreased to 10% from that in step 1 before 
strong feedback from all actuators turns on. Stop-
ping for 260 ms selects the target. 

 
Figure 4: Left: The vibration pattern for guidance to-
ward the upper right corner consists of a single active 
motor producing brief “tapping” pulses. Right: Vibra-
tion for guidance toward the right consists of a pseu-
do-integrated signal from both dorsal actuators.  
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Figure 6: Effects of visual complexity (set size) on total 
time-in-task. Notice how the slopes differ for the visual-
only vs. tactile guidance conditions.  

Experimental trials: The experimental task followed the 
same protocol as the final practice task, with the exception 
that N items were presented. After a successful selection, the 
participant had to lower his or her hand for five seconds 
before starting the new trial at the center of the screen. Par-
ticipants could rest between trials, and between the 50-trial 
blocks, they were instructed to relax for a longer time. 
RESULTS 
Data of three trials were removed from consideration (one 
trial took over two minutes, and two included an unexpected 
malfunction in tracking), yielding a dataset of 2,397 trials. 
All trials ended with a successful selection of the target. 
A repeated-measures analysis of variance (RM-ANOVA) 
shows that tactile feedback increased performance, not uni-
versally but in conditions where N was large. There were 
significant effects for Feedback [F(1,8) = 30.73, p = 0.001], 
Set size [F(7,56) = 27.99, p < 0.001], and their interaction 
[F(7,56) = 15.769, p < 0.001]. Post hoc paired-samples t-
tests using the Bonferroni correction showed that perfor-
mance improvement in the tactile guidance condition was 
significant for the N = 40 condition and for N !170. Figure 
6 shows the main trends.   
Order effects: Any order effects were made visible through 
division of the trials into four equally sized stages. The RM-
ANOVA was repeated with Stage as an added independent 
variable. The analysis showed neither main nor interaction 
effect for this variable. We conclude that the training proce-
dure sufficed for eliminating learning and order effects. 
Direction effects: We examined whether targets in cardinal 
directions would differ from those in diagonal directions. 
This was possible because the approach cues differed (see 
Figure 4). To disentangle the effect of distance, we consider 
only targets that fit within a circle that touches the top and 
bottom boundaries of the screen, centered on the screen’s 
middle point. An RM-ANOVA with Target direction (cardi-
nal vs. diagonal) as a third independent variable showed an 
effect of direction but only in the tactile guidance condition 
[F(1,8) = 5.77, p = .04]. Targets in diagonal directions were 
reached about 300 ms more slowly than those in cardinal 
directions. However, this effect is negligible in the context 
of total task times, and we do not pursue further analysis.  
 

                      High latency                     Low latency 

    
                            Set size                            Set size 

Figure 7: Model’s prediction: High spatial precision 
(here: S = 2) will eliminate the set-size effect regardless 
of the latency of guidance (left vs. right). Y-axis: total 
time in task (ms). 

User assessment: On a Likert scale (range of 1–5, with 5 
indicating “best”), the average rating for the claim “The 
tactile glove helped me significantly in the task” was 4.0. 
Self-reporting of strategy: Subjects' retrospective reports 
confirm the hypothesis that the effect of tactile guidance lies 
in focusing of visual attention on a subregion. When asked 
about their search strategies, all subjects mentioned first 
focusing on the tactile signal and then “jumping” to the in-
dicated area with the gaze. Subjects were not convinced that 
the guidance offers value beyond this phase. 
MODEL CALIBRATION AND PREDICTIONS 
For learning about the critical factors affecting performance, 
our interest lies in two factors:  

• S, an indicator of effective spatial precision  
• bguidance,, an indicator of effective temporal latency. 
Here, interpreting bguidance as an index of temporal latency is 
justified, because there were no misses in the data and the 
parameter’s value is dictated by differences in movement 
time. Our approach to deriving the two is this: In the two 
extreme set-size conditions, N = 6 and N = 874, motor per-
formance and visual search dominate performance and we 
use them to approximate the parameters tacquisition and tsearch, 
respectively. S and bguidance can be derived when these pa-
rameters are known. In all calculations, we use angles (de-
grees), and D and W are determined by the stimuli and the 
parameters of the physical setup given in Experiment. 
In Step 1, we derive a and bcursor in Equation (3) from the 
N = 6 condition. In this “easy” condition, task time is domi-
nated by motor performance and we assume that visual 
search time is close to zero, yielding a = 995 and bcursor = 
507.  
In Step 2, we derive r in Equation (4) from the N = 874 
condition in the non-augmented condition, subtracting out 
the expected value of tacquisition therein by using the parame-
ters a and bcursor found in Step 1. The r obtained is 29.2 
ms/item, which is slower but within the regular range of rs 
[29].  
In the final Step 3, we use data from the guidance condition 
to derive the parameters S and bguidance in Equation (6). We 
make the simplifying assumption that the non-informational 
parameter a in Equation (6) is equal to that in Equation (4). 

450



 

 

Because small changes in a have almost no influence on 
total time, this assumption does not affect the thrust of the 
prediction. For simplicity, we consider S to be circular in 
shape and centered on the target. The parameters bguidance and 
S are now estimated by fitting to data gained via varying of 
N. We obtain S = 8 and bguidance = 1120. Knowing the dimen-
sions of the physical setup and stimuli, we can now calcu-
late Ns. For example, when N = 874, 89 items fit within the 
subregion defined by the obtained S. 
We get the following models as the outcome: 
tnon-augmented = 29.2*N / 2 + 995 + 507 * log2(D / 1.41 + 1) (8) 
tguided = 995 + 1120 * log2(D / 8 + 0.5) +  
            29.2 * NS / 2 +   
            507 * log2(8 / 2 / 1.41 + 1). (9) 
Model-based predictions are shown in Figure 6 against ob-
servations. The models, Equations (8) and (9), yield good 
fits with observations: R2 is .95 and .91, respectively. As 
Figure 6 shows, a slight issue in both models is an additive 
component in the medium band of N. Because it is similar in 
the two conditions, we suspect that it is due to strategic 
changes in visual search. Indeed, two strategies were report-
ed by users: Some started scanning the scene by row (or 
block of rows) or column, or by spiraling from center to the 
borders, or even by sector. Others consciously adapted ei-
ther the size of area or their search speed, first taking a 
quick, general glance at the scene and then decreasing the 
scope and speed until the target was found. Two subjects 
reported that they did not consciously utilize any strategy 
but, instead, just randomly browsed the scene.  
SUMMARY AND OUTLOOK 
We have presented a novel dynamic cueing technique for 
supporting visual search in complex two-dimensional 
scenes. The design space of spatial guidance is vast, and the 
present paper’s contribution lies in identifying a use for 3D 
dynamic guidance, illustrating how to design it in a way that 
actually improves user performance, and in modeling the 
HCI of this task to inform future efforts. 
Our technique combines raycasting that projects the user’s 
hand position onto a scene with a vibrotactile glove that 
uses four actuators to produce a directional pulling sensa-
tion. When the arm is raised, it and the projected cursor op-
erate within the same spatial frame of reference as the visual 
search, facilitating their mutual coordination in the search 
task. Data from the controlled comparative experiment show 
a statistically significant benefit in performance in a search-
and-select task when set size (N) is increased. In the “hard-
est” conditions, with N = 874, tactile guidance resulted in 
performance over twice as fast as that in the absence of 
guidance. This benefit is large enough to warrant considera-
tion of real-world applications.  
In the study, the positive effect appeared first for N = 40, 
and reliably only after N ! 170. While few real-world set-
tings have this many items and thus warrant installation of 
our system, the analysis of task performance suggests that 
improvements in latency and spatial resolution can virtually 

remove the set-size effect and render the task as one of 
aimed movement. The model from Equation (9) suggests 
directions for improving guidance: The present implementa-
tion suffers from lag, which is manifested as the informa-
tional factor bguidance of 1120 ms/bit. This lag is likely to be 
caused by the inclusion of the depth sensor and computer 
vision in the loop, as well as by the update rate of the tactile 
display. Moreover, the large S we found suggests that effec-
tive spatial resolution was low. In other words, the partici-
pants perceived the feedback to refer to a relatively large 
area. Equation (9) suggests that the two parameters differen-
tially improve performance (see Figure 7): Decreasing la-
tency alone shifts the intercept down but does not eliminate 
the set-size effect – unless the effective spatial precision 
improves as well. The effective spatial resolution can be 
improved through the design of more distinctive feedback 
patterns and via improved tracking. 
The positive result invites research on alternative technical 
solutions. While our current system setup relies on a projec-
tor and a depth sensor, other types of sensor setups could be 
considered. For example, the tracking of the user's hand 
could be implemented by means of a combination of accel-
erometer and gyroscopes, and the cursor projection could be 
based on pico-projectors, or eliminated altogether once the 
spatial ambiguity of the techniques has been sufficiently 
reduced. A solution of this kind would enable our technique 
not only to be personalized but to function in different envi-
ronments without the need for infrastructural support.  
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