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Abstract—Microarchitectural modeling is the low-level model-
ing for execution timing analysis. For accurate results, internal
system components—such as pipelines, branch predictors, and
caches—are included. Because it is usually infeasible to consider
all possible execution paths, abstract states are used. Abstract
states can cover a range of possible outcomes, but at the cost
of some inaccuracy of timing bounds. A particular challenge
for the modeling is speculative hardware, especially in non-
compositional systems. This report overviews briefly the topics
in microarchitectural modeling.

I. INTRODUCTION

Analysis of the worst-case execution times (WCET) of pro-
grams (or parts of the programs) consists usually of analysis on
program structure and how parts of the program are executed
on a specific hardware [11]. We focus on the latter, which is
referred as microarchitectural modeling.

Microarchitectural modeling determines execution time
bounds for basic blocks [10]. To determine the bounds cor-
rectly, the hardware structures that affect timing are modeled
in detail. This usually includes processor pipeline(s), branch
prediction, and memory subsystem including caches.

In a WCET analysis framework (Fig. 1), microarchitectural
modeling and other analyses of the program are combined
for global bound analysis. Global bound analysis is usually
formulated as an integer linear programming (ILP) problem,
which is a set of equalities and inequalities with unknown
integer-valued variables. The solution of the problem gives
the global execution time bounds.

II. OVERVIEW OF HARDWARE

For execution time analysis, the most important hardware is
the processor and the memory subsystem. For many hard real-
time programs, they define the timing of the analyzed program
parts. Other peripherals are often included in schedulability
analysis (e.g., response time analysis for interrupts). Usually,
the peripherals need not be considered for microarchitectural
modeling.

Timing in simple, non-pipelined processors is straight-
forward. Instructions are executed separately, and thus, the
timing of an instruction does not depend on other instructions.
Processors following this design are Zilog Z80 and Intel 8086,
for instance. However, some complexity to the timing may be
brought if there are instructions with variable execution times.
An example of this is the integer multiplication instruction in
the Intel 80386 processor, requiring 9–38 cycles depending on
the values of the source registers.

Fig. 1. An execution bound analysis overview. Source: [10]
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Fig. 2. Classical 5-stage RISC pipeline

In pipelined processors the pipeline state may affect the
timing. The stages in the classical 5-stage RISC pipeline
(Fig. 2, e.g., early MIPS processors) are instruction fetch,
instruction decode, execute, memory access, and register write-
back. Because of pipelining, it may be that when an instruction
is to be executed, the source registers are not yet updated in
the register file by a previous instruction. This is called the
data hazard. Other hazards related to classical pipelining are
the structural and control hazards. How the processor manages
with these hazards and when the pipeline is stalled affects on
timing. [6]

Branches bring the control hazard. A specific problem is
that instruction fetching is affected by the outcome of the
branch instruction, but the fetch for the instruction after
the branch is performed before the execution of the branch.
Specifically, this is a problem for conditional and indirect
branches. To overcome this hazard, some processors contain
branch and branch target prediction units. In these cases, there
is a misprediction penalty, i.e., extra cycles, if the branch is
mispredicted.
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Fig. 3. Scheduling anomaly: smaller execution time of an instruction leads
to bigger global execution time. Source: [7]
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Fig. 4. Speculation anomaly: Instruction A is a mispredicted branch. If
instruction A is not found on instruction cache, branch condition is evaluated
before branch misprediction damages cache. Source: [7]

When used, caches are the processor’s interface to the
memory subsystem. Caches hide the latency and throughput
bottlenecks of the main memory when the active working set
of the program fits into the caches. Due to their nature, caches
incur variability into timing. While access to memory in the
cache may take only a few cycles, recovering from cache miss
might take dozens or hundreds of cycles.

Out-of-order pipelines are able to avoid many pipeline stalls
by allowing unordered execution of independent instructions.
Speculative execution can anticipate outcome of events (e.g.,
branch prediction), and execute instructions speculatively.
However, these techniques complicate the timing-related pro-
cessor state. Processors with these techniques are prone to
timing-related anomalies such as the scheduling anomaly
(Fig. 3) and the speculation anomaly (Fig. 4) [7]. Additionally,
while they generally improve the average execution time,
the worst-case execution time may actually increase. Intel
Pentium 4 is an example of deeply pipelined speculative out-
of-order execution processor with a huge misprediction penalty
(Fig. 5) [4].

III. MICROARCHITECTURAL MODELING

Microarchitectural modeling is performed for low-level tim-
ing analysis. For non-trivial programs and non-trivial hard-
ware, the exact hardware state that affects on timing cannot
be modeled for all program points. Therefore, abstractions are
used that can cover multiple program paths. These techniques
are a form of abstract interpretation [1].

Memory access age analysis can be used to analyze the
behavior of caches that utilize least recently used (LRU)
eviction policy with 2-way associativity or more. The memory

11 22 33 44 55 66 77 88 99 1010

FetchFetch FetchFetch DecodeDecode DecodeDecode DecodeDecode RenameRename ROB RdROB Rd RdyRdy/Sch/Sch DispatchDispatch ExecExec

Basic Pentium III Processor Basic Pentium III Processor MispredictionMisprediction Pipeline Pipeline

Basic Pentium 4 Processor Basic Pentium 4 Processor MispredictionMisprediction Pipeline Pipeline

11 22 33 44 55 66 77 88 99 1010 1111 1212

TC TC Nxt Nxt IPIP TC FetchTC Fetch DriveDrive AllocAlloc RenameRename QueQue SchSch SchSch SchSch

1313 1414

DispDisp DispDisp

1515 1616 1717 1818 1919 2020

RFRF ExEx FlgsFlgs Br CkBr Ck  Drive DriveRF RF 
 

Fig. 5. Pentium 3 and Pentium 4 misprediction pipelines. Later Pentium 4
cores (Prescott&Cedar Mill) have 31-stage pipeline. Source: [4]

Fig. 6. Example of age analysis. The cache is LRU and contains up to 4
memory lines (fully associative). Source: [3]

accesses are split into equivalency groups. Each group contains
memory accesses that may reside on the same cache lines. For
each group, relative age is assigned to memory accesses. The
age may be an interval to denote a range of possible ages.
When a memory item is accessed, its relative age is set to 0
and the age of the other items in the group is increased by one.
If the age of the item is below the number of associativity, the
memory item is known to reside in the cache. Intervals are
used when there may or may be an access or when the cache
state is unknown. Fig. 6 illustrates memory access age analysis
for fully associative cache. [3]

Cache eviction policy has a great role on how well the cache
behavior can be analyzed. LRU caches are able to recover from
chaos, i.e., unknown state. This is to say that after a certain
number of different memory accesses to an equivalency group,
the cache state for the group is known regardless of the initial
state. However, LRU caches are costly to implement, and thus,
other policies that are harder to analyze are often used.

The pipeline of the processor and the related resources are
modeled by a state machine. The state machine contains the
timing-related internal states and is driven by instructions of
the program. The state machine can be realized as an ILP
formulation or as a set of finite state automata with possibly
abstract states.

The ILP formulation approach has the advantage of in-
tegrating seamlessly to the global analysis framework [5].
As the microarchitectural modeling is part of the global ILP
formulation, the analysis can be context-aware. However, the
ILP formulation becomes difficult and the formulation heavy



to solve for complex processors and programs.
Because of the simplicity and efficiency of the analysis,

the approach of using finite state automata is arguably more
popular. In the approach, each basic block is analyzed indi-
vidually for timing. Uncertainties in the processor state can be
taken into account by either running the analysis on multiple
different assumptions or making the states abstract. With this
approach, complex speculative out-of-order execution proces-
sors such as IBM PowerPC 755 have been incorporated in
execution time analysis [3].

Systems where different subsystems can be analyzed sep-
arately are called compositional [10]. Compositional systems
are void of anomalies (Sec. II), and therefore, the execution
time or penalties of each subsystem can be simply added
together. For example, a memory access instruction could
assume cache hit in execution pipeline analysis, and cache
analysis could simply add extra penalty in timing for each
cache miss. In non-compositional systems, anomalies must be
taken into account and the system must be considered as a
whole.

Compositionality is an increasingly important property in
the analysis of multi-core systems. Without this property,
the solution space becomes easily infeasible even for small
programs. However, compositional multi-core systems with
scheduled buses have been successfully analyzed [9].

IV. DISCUSSION

Choosing the hardware for hard real-time system is a multi-
goal optimization problem. While simpler hardware is easier
to model and analyze with tighter execution bounds, features
such as deeper pipelines with out-of-order execution offer
significantly better performance for many workloads.

Some techniques make execution time analysis with tight
bounds hard or even infeasible. Unsurprisingly, suggestions
are offered for hardware design and configuration. The sugges-
tions include using, e.g., compositional or otherwise restricted

out-of-order execution pipelines, lockable caches with LRU
policy, scratchpads, private memories where possible, and flat
non-paged memory arrangements [2], [8], [10].
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