
1. Visual words, or local features
Object Bag of ‘words’

The “bag of words” method represents an  
object by its parts, that can be visual elements. 
These “words” or “visual words” are similar 
between objects and simplify comparison. 
Popular visual words (or local features) 
are SIFT, SURF and HOG. All are based 
on pixel gradients in image.

SIFT 
Scale-Invariant  

Feature Transform

SURF 
Speeded Up 

Robust Features

HOG 
Histogram of  

Oriented Gradients

Pixel gradients are 
weighted with Gaussian 

kernel and quantised in 4x4 
cells with 8 directions

Same idea as SIFT, 
compute results faster with 

approximated Hessian 
matrix.

Detect optimal visual word position and orientation. 
Patented methods.

Sliding window is visual word. 
Free method.

Computes histograms of 
pixel gradients with given 

window size. Runs in sliding 
window over image.

2. Bag of Visual Words
A Bag of Words contains enough information to 
distinguish between classes. Local features work 
equally well, but they need to be quantised into 
distinct visual “words”. 
 

1. Local features are extracted from dataset

2. Local features are quantised into visual words (4 here) 
3. Images are represented as bags-of-visual-words, or histograms or visual words 
4. Images are classified by any suitable model: linear, neural network, random forest…

5. (optional) Transform bag-of-words into histogram-of-topics with topic modelling  
                     like Latent Dirichlet Allocation, before applying a classifier.

Best results so far with large vocabulary (>10000 words)  
followed by Random Forest, or followed by Latent Dirichlet Allocation + Linear model. 

Local feature type has negligible effect.

Image content in the Internet is language independent and is natively perceived by humans.  
Our method exploits these properties for online security and privacy applications. 

Initial research goal is to reliably label Weapon webpages.

3. Data and Application Problems
The original data are human-labeled URLs, but the task is image labelling. 
Weapon URLs provided 18,000 unique images with estimated ⅓ relevant ones. 
State-of-the-art computer vision systems are trained on millions of images.

Raw data obtained from URLs

Manually sorted relevant images (sorting is fast, currently 75% accuracy on these)

Problems Solutions

• No fixed dataset for training and test 
• Changing models and target labels

• Reproducible research 
• Need flexible tool with easy re-run 
• Easy integration with various models 
• Automated parameter validation 
• Portability between computers

We produced an ImageVectorizer module compatible with Scikit-Learn. 
It is portable, easy to use and integrates with existing methods. (demo)

4. Future Research and Implementation
A. Local image features from convolutional Deep Networks 

B. Unsupervised object detection with Deep Learning

C. Masked training images with human-assisted object detection

D. Sliding window over rendered webpage for website labelling

Convolutional deep networks learn (local) image 
features automatically, and to a better performance. 
Only convolutional layer is uniquely useful, as the 
output layer of a deep network is a standard classifier 
like logistic regression.

Is object localization for free? –

Weakly-supervised learning with convolutional neural networks

Maxime Oquab∗

INRIA Paris, France
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Abstract

Successful methods for visual object recognition typi-
cally rely on training datasets containing lots of richly an-
notated images. Detailed image annotation, e.g. by object
bounding boxes, however, is both expensive and often sub-
jective. We describe a weakly supervised convolutional neu-
ral network (CNN) for object classification that relies only
on image-level labels, yet can learn from cluttered scenes
containing multiple objects. We quantify its object classi-
fication and object location prediction performance on the
Pascal VOC 2012 (20 object classes) and the much larger
Microsoft COCO (80 object classes) datasets. We find that
the network (i) outputs accurate image-level labels, (ii) pre-
dicts approximate locations (but not extents) of objects, and
(iii) performs comparably to its fully-supervised counter-
parts using object bounding box annotation for training.

1. Introduction

Visual object recognition entails much more than deter-
mining whether the image contains instances of certain ob-
ject categories. For example, each object has a location and
a pose; each deformable object has a constellation of parts;
and each object can be cropped or partially occluded.

Object recognition algorithms of the past decade can
roughly be categorized in two styles. The first style ex-
tracts local image features (SIFT, HOG), constructs bag
of visual words representations, and runs statistical clas-
sifiers [12, 41, 49, 61]. Although this approach has been
shown to yield good performance for image classification,
attempts to locate the objects using the position of the visual
words have been unfruitful: the classifier often relies on vi-
sual words that fall in the background and merely describe
the context of the object.

The second style of algorithms detects the presence of
objects by fitting rich object models such as deformable
part models [19, 59]. The fitting process can reveal useful
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Figure 1: Evolution of localization score maps for the
motorbike class over iterations of our weakly-supervised
CNN training. Note that the network learns to localize ob-
jects despite having no object location annotation at train-
ing, just object presence/absence labels. Note also that lo-
cations of objects with more usual appearance (such as the
motorbike shown in left column) are discovered earlier dur-
ing training.

attributes of objects such as location, pose and constella-
tions of object parts, but the model is usually trained from
images with known locations of objects or even their parts.
The combination of both styles has shown benefits [25].

A third style of algorithms, convolutional neural net-
works (CNNs) [31, 33] construct successive feature vec-
tors that progressively describe the properties of larger and
larger image areas. Recent applications of this framework
to natural images [30] have been extremely successful for a
variety of tasks including image classification [6, 30, 37, 43,
44], object detection [22, 44], human pose estimation [52]
and others. Most of these methods, however, require de-
tailed image annotation. For example bounding box super-
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jects despite having no object location annotation at train-
ing, just object presence/absence labels. Note also that lo-
cations of objects with more usual appearance (such as the
motorbike shown in left column) are discovered earlier dur-
ing training.
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Novel methods recognise and learn similar 
objects in a large image dataset.  
We will test the method for finding relevant 
objects in image classification of labelling.

+  Provides perfect training data for bag-of-words method and for deep networks. 
— Slow, neither of the existing tools provides decent usability.

Image Labelling for Web Content Filtering
Arcada UAS, F-Secure 
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